
A

Mechanisms to Reduce 
Emissions Uncertainty under a 
Carbon Tax

Marc A. C. Hafstead and Roberton C. Williams III

Working Paper 20-05
March 2020



Resources for the Future i

About the Authors 
Marc Hafstead is an RFF Fellow and Director of RFF’s Carbon Pricing Initiative. 
His research focuses on the evaluation and design of climate and energy policies. 
With Stanford Professor and RFF University Fellow Lawrence H. Goulder, he wrote 
Confronting the Climate Challenge: US Policy Options (Columbia University Press) 
to evaluate the environmental and economic impacts of carbon taxes, cap-and-trade 
programs, clean energy standards, and gasoline taxes using a sophisticated multi-
sector model of the United States. His research also analyzes the distributional and 
employment impacts of carbon pricing and the design of tax adjustment mechanisms 
to reduce the emissions uncertainty of carbon tax policies. His work has been featured 
in the popular press, including the Wall Street Journal, the Washington Post, Axios, and 
CNNMoney. He joined RFF in 2013 from Stanford University.

Email: hafstead@rff.org

Rob Williams studies both environmental policy and tax policy, with a particular 
focus on interactions between the two. In addition to his role as a university fellow at 
RFF, he is a professor at the University of Maryland, Chief Economist for the Climate 
Leadership Council, and a research associate of the National Bureau of Economic 
Research. He was previously an associate professor at the University of Texas, Austin; 
a visiting research scholar at the Stanford Institute for Economic Policy Research; 
and an Andrew W. Mellon Fellow at the Brookings Institution. Williams has served as 
a coeditor of both the Journal of Public Economics and the Journal of Environmental 
Economics and Management.

Email: roberton@umd.edu

Acknowledgements 
We thank the Environmental Defense Fund (EDF) and Resources for the Future’s (RFF) 
Carbon Pricing Initiative for financial support, and seminar participants at ETH Zurich, 
FEEM, the Norwegian School of Economics, the Tinbergen Institute, the Environmental 
Defense Fund, and the World Congress for Environmental and Resource Economists 
2018 for helpful comments. The views expressed herein are those of the authors 
and do not necessarily reflect the views of EDF, RFF, the University of Maryland, the 
Climate Leadership Council, or the National Bureau of Economic Research. 



Mechanisms to Reduce Emissions Uncertainty under a Carbon Tax ii

About RFF
Resources for the Future (RFF) is an independent, nonprofit research institution 
in Washington, DC. Its mission is to improve environmental, energy, and natural 
resource decisions through impartial economic research and policy engagement. 
RFF is committed to being the most widely trusted source of research insights and 
policy solutions leading to a healthy environment and a thriving economy. Working 
papers are research materials circulated by their authors for purposes of information 
and discussion. They have not necessarily undergone formal peer review. The views 
expressed here are those of the individual authors and may differ from those of other 
RFF experts, its officers, or its directors.

Sharing Our Work
Our work is available for sharing and adaptation under an Attribution-
NonCommercial-NoDerivatives 4.0 International (CC BY-NC-ND 4.0) license. You 
can copy and redistribute our material in any medium or format; you must give 
appropriate credit, provide a link to the license, and indicate if changes were made, 
and you may not apply additional restrictions. You may do so in any reasonable 
manner, but not in any way that suggests the licensor endorses you or your use. 
You may not use the material for commercial purposes. If you remix, transform, or 
build upon the material, you may not distribute the modified material. For more 
information, visit https://creativecommons.org/licenses/by-nc-nd/4.0/.



Resources for the Future iii

Abstract
Carbon taxes produce uncertain emissions levels, which can be a particular problem for 
certain constituencies and when international agreements are based around quantity 
targets. Many studies examine ways to reduce price uncertainty under cap-and-trade, 
but very few look at reducing emissions uncertainty under a carbon tax. We build 
a new reduced-form model of US carbon dioxide emissions (calibrated based on a 
sophisticated dynamic general equilibrium model), with trend and cyclical uncertainty 
in both GDP and emissions intensity, and uncertainty in the elasticity of emissions 
intensity with respect to the carbon price. We then introduce hybrid carbon tax policies 
that combine an initial price path with automatic tax adjustment mechanisms (TAMs) 
and evaluate how much these mechanisms can reduce emissions uncertainty. Our 
results show that the magnitude of the effects on emissions and costs varies widely 
based on how the TAM is designed.

Key Words: carbon tax, uncertainty, hybrid instruments, emissions tax, tax adjustment 
mechanism
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1. Introduction
Carbon taxes have many advantages over other climate change policies but lead to 
uncertain levels of emissions. That uncertainty is undesirable for a range of reasons: it 
may increase environmental damage, it complicates compliance with international 
agreements based on emissions targets, and it can lead to opposition from 
environmental groups. One way to reduce emissions uncertainty would be to use 
tradable permits; suppose, however, that policymakers want to use a carbon tax, either 
for political reasons (e.g., in the US, carbon taxes are currently much more politically 
viable at the federal level than cap-and-trade) or due to other advantages. An 
alternative approach would be to reduce the inherent emissions uncertainty under a 
carbon tax. One promising proposal, first introduced by Metcalf (2009) and discussed 
by Hafstead, Metcalf, and Williams (2017), would be to adjust the carbon tax rate using 
a prespecified schedule: if actual emissions in a given year exceed a previously 
specified emissions target for that year, the tax rate would automatically adjust 
upward.1 Switzerland’s carbon tax includes such an adjustment mechanism, as do 
several recent proposals for a US carbon tax. But how much can these hybrid “tax 
adjustment mechanisms” (TAM) reduce uncertainty and at what cost? Does the 
effectiveness and cost depend on how a TAM is designed? Is there an optimal TAM 
design? 

To address those questions, we build a new reduced-form model of US carbon dioxide 
emissions, calibrated to approximate the emissions response from the Goulder and 
Hafstead (2017) E3 dynamic general equilibrium model in the absence of uncertainty. 
We then incorporate several different types of uncertainty—trend and cyclical 
uncertainty in GDP and emissions intensity, and uncertainty in the elasticity of 
emissions intensity with respect to the carbon price. — and apply the model to a) 
create a distribution of potential emissions outcomes for a specified carbon price path, 
b) determine the most important sources of uncertainty for expected emissions
outcomes, and c) evaluate the cost-uncertainty reduction tradeoff across a range of
different automatic tax adjustment mechanism design choices.

While many prior studies look at how hybrid instruments can reduce price uncertainty 
under cap and trade,2 only a few papers address the analogous problem of reducing 
emissions uncertainty under a carbon tax. Metcalf (2009) proposes a system under 
which the carbon tax rate adjusts based on whether the policy is achieving emissions 
targets, and Hafstead et al. (2017) explore that idea in more detail, discussing a range 
of policy design choices in setting up such an adjustment mechanism and what effect 
those choices might have. Aldy (2017) and Murray et al. (2017), discuss approaches 
other than an adjustment mechanism, such as a regulatory backstop or congressional 
review process. But none of the latter three papers includes any modeling, and the 

1 The schedule may also allow for tax rates to move downward if actual emissions are less than 
the predetermined level of emissions in that year. 

2 For examples, see Roberts and Spence (1976), Pizer (2002), Murray et al. (2009), Grüll and 
Taschini (2011), Wood and Jotzo (2011), Fell et al (2012), and many others. 
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simple model in Metcalf (2009) serves to illustrate the effect of tax adjustments, not 
to provide any rigorous evaluation or comparison of different design choices.  

Harris and Pizer (2018) also develop a model of carbon emissions uncertainty. They 
compare three classes of dynamic adjustment mechanisms to cap and trade 
programs: a sophisticated (and unrealistic) model-based updating approach, “ad hoc 
and simple” adjustment rules (where the specific designs are not chosen based on 
clear cost or emissions uncertainty criteria), and “optimal simple” adjustment rules 
(chosen to minimize a particular cost-penalty function). The adjustment rules 
considered in this paper would fall into the class of “ad hoc and simple” adjustment 
rule, yet unlike Harris and Pizer who model only a single rule of this type, we model a 
range of rules (varying along multiple dimensions), demonstrating the substantial 
tradeoffs in costs and uncertainty within this class of adjustment rules. Finally, Harris 
and Pizer’s model of carbon emissions uncertainty excludes uncertainty in the price 
elasticity of emissions with respect to the carbon price, which we show below to be 
the most important source of emissions uncertainty under a carbon tax in our model. 

Our paper makes two key contributions. First, it quantifies the uncertainty in 
emissions under a carbon tax and the relative contributions of different types of 
uncertainty. Second, it provides the first rigorous evaluation of the effects of realistic 
carbon tax adjustment mechanisms and how those effects vary with key design 
choices.  

We show that uncertainty in business-as-usual (i.e., unregulated) carbon emissions 
comes primarily from cyclical uncertainty in the short run and trend uncertainty in the 
long run. But for uncertainty in emissions under a carbon tax, both of those sources of 
uncertainty are much less important than uncertainty about the elasticity of emissions 
with respect to the tax. Tax adjustment mechanisms can substantially reduce that 
uncertainty and increase the likelihood of meeting any given emissions objective, but 
also increase expected costs. The magnitude of those effects varies widely based on 
how the adjustment mechanism is designed. Adjusting based on deviations from ex 
ante expected emissions is more effective and lower cost than adjusting based on a 
straight-line emissions path. And design decisions that allow the mechanism to 
respond more quickly to unexpected shocks (and thus allow smaller price adjustments 
to get emissions back on track) tend to be more cost-effective. But for other design 
elements, there are clear tradeoffs. For example, two-sided adjustments (which allow 
the tax rate to adjust up or down) reduce emissions uncertainty more cost-effectively 
than one-sided adjustments (which only allow the tax rate to adjust upward), but with 
the tradeoff of higher expected emissions. 

The next section of this paper describes the reduced-form model of US carbon 
emissions. Section 3 discusses calibration of the model, first for the central case and 
then adding uncertainty. Section 4 quantifies uncertainty in emissions and section 5 
describes the tax adjustment mechanisms and simulates their effects on emissions 
and policy costs. The final section concludes and discusses policy implications and 
promising directions for future work.  
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2. A Reduced-Form Model of US CO2 
Emissions 
To model emissions uncertainty, we build a reduced-form model of US emissions. 
Traditional environment-energy CGE models have hundreds or thousands of 
equations, take significant time to solve, and are deterministic. Unfortunately, adding 
substantial stochastic elements to a standard environmental CGE model is impractical 
due to computational complexity. The reduced-form model presented here, which is 
calibrated to a CGE model, generates similar emissions paths (in the absence of 
uncertainty) to more complex CGE models, even though it lacks detail on 
macroeconomic, industry, or household impacts, and doesn’t include forward-looking 
investment behavior. But because of those simplifications, we can simulate the 
reduced-form model several thousand times in a matter of seconds, making it the ideal 
tool to simulate a distribution of potential emissions paths given multiple distributions 
of key parameters. 

2a. A Reduced-Form Model without Uncertainty 

In the absence of uncertainty, the model consists of three equations for periods 1 
through T, 

 𝑌𝑌𝑡𝑡 = (1 + 𝛾𝛾)𝑡𝑡𝑌𝑌0 (1) 

                 log (𝐸𝐸𝑡𝑡/𝑌𝑌𝑡𝑡) = 𝐸𝐸0/𝑌𝑌0  +  𝛽𝛽1𝑡𝑡 + (𝛽𝛽2 + 𝛽𝛽3 log(𝑡𝑡))log (1 + 𝑃𝑃𝑡𝑡/𝑐𝑐) (2) 

 𝑃𝑃𝑡𝑡 = (1 + 𝛼𝛼)𝑡𝑡−1𝑃𝑃1  (3) 

Output (or GDP) grows each year at the fixed rate 𝛾𝛾; 𝑌𝑌0 is the benchmark level of 
output. Emissions intensity, the ratio of energy-related carbon dioxide emissions 𝐸𝐸𝑡𝑡 to 
output, changes annually at rate 𝛽𝛽1. The elasticity of emissions intensity with respect 
to the emissions price in period t is 𝛽𝛽2 + 𝛽𝛽3 log(𝑡𝑡). The parameter c is a fixed scaling 
parameter. In the calibration, described below, we choose the value of c to maximize 
the fit of the model relative to a detailed CGE model. The marginal elasticity of 
emissions intensity with respect to the emissions price is (𝛽𝛽2 + 𝛽𝛽3 log(𝑡𝑡))/(𝑐𝑐 + 𝑃𝑃𝑡𝑡). 
The emissions pricing rule is a simple carbon tax defined as an initial price 𝑃𝑃1 and a 
rate of increase 𝛼𝛼. In the absence of uncertainty, we do not consider price-adjustment 
mechanisms.  
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2b. Adding Uncertainty to the Reduced-Form 
Model 

The full model is given by 

                                                           𝑌𝑌𝑡𝑡 = (1 + 𝛾𝛾)𝑡𝑡𝑌𝑌0  (4) 

                               log𝑌𝑌𝑡𝑡 − log𝑌𝑌𝑡𝑡 =  𝜌𝜌𝑦𝑦�log𝑌𝑌𝑡𝑡−1 − log𝑌𝑌𝑡𝑡−1�+ 𝜖𝜖𝑡𝑡
𝑦𝑦  (5) 

            log (𝐸𝐸𝑡𝑡/𝑌𝑌𝑡𝑡) = 𝐸𝐸0/𝑌𝑌0  +  𝛽𝛽1𝑡𝑡 + (𝛽𝛽2 + 𝛽𝛽3 log(𝑡𝑡))log (1 + 𝑃𝑃𝑡𝑡/𝑐𝑐) + 𝑢𝑢𝑡𝑡  (6) 

                                                         𝑢𝑢𝑡𝑡 = 𝜌𝜌𝑢𝑢𝑢𝑢𝑡𝑡−1 + 𝜖𝜖𝑡𝑡𝑢𝑢  (7) 

                                                 𝑃𝑃𝑡𝑡 = (1 + 𝛼𝛼)𝑡𝑡−1𝑃𝑃1 + 𝑓𝑓(𝐸𝐸𝑡𝑡)  (8) 

 

Uncertainty in Output 

To distinguish between trend uncertainty and cyclical uncertainty in output, we 
introduce equations (4) and (5). Equation (4) is similar to equation (1) in the model 
without uncertainty: trend output 𝑌𝑌 grows at a rate 𝛾𝛾. The trend growth rate 𝛾𝛾 is 
unknown to the policymaker when the carbon tax is implemented. In equation (5), 
annual deviations in output (in logs) around the trend are assumed to follow an AR(1) 
process. The parameter 𝜌𝜌𝑦𝑦 is the persistence in the deviations and the shocks 𝜖𝜖𝑡𝑡

𝑦𝑦 are 
uncorrelated over time and have a normal distribution with mean zero and a standard 
deviation of 𝜎𝜎𝑦𝑦 , 𝜖𝜖𝑦𝑦~𝑁𝑁(0,𝜎𝜎𝑦𝑦).  

Uncertainty in Emissions Intensity 

We also introduce both trend and cyclical uncertainty in emissions intensity. Similar to 
output, the trend growth rate in emissions uncertainty in the absence of carbon 
pricing, 𝛽𝛽1, is unknown to the policymaker when the carbon tax is implemented. 
Cyclical uncertainty in emissions uncertainty is introduced in equation (6) through the 
shocks 𝑢𝑢𝑡𝑡 .  

In equation (7), we impose an AR(1) process for the shocks to emissions intensity. The 
persistence of the shocks is given by 𝜌𝜌𝑢𝑢 and the annual shocks 𝜖𝜖𝑡𝑡𝑢𝑢 are uncorrelated 
over time and have a normal distribution with mean zero and a standard deviation of 
𝜎𝜎𝑢𝑢, 𝜖𝜖𝑢𝑢~𝑁𝑁(0,𝜎𝜎𝑢𝑢). 

Uncertainty in the Price Elasticity 

The parameter 𝛽𝛽2 represents the elasticity of the emissions intensity in the first 
period of the policy and 𝛽𝛽3 represents the change in the elasticity over time. Both of 
these parameters are unknown to the policymaker at the time of implementation. 
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Tax Adjustment Mechanisms 

The tax adjustment mechanism is represented in the pricing rule of equation (8) as 
𝑓𝑓(𝐸𝐸𝑡𝑡). The tax adjustment mechanism can take many alternative forms. However, 
each mechanism consists of a specified target path for either annual or cumulative 
emissions and a rule that adjusts the price if emissions deviate from the target path. In 
section 4, we explain rules that vary along a number of distinct dimensions. 
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3.  Model Calibration 

3a. Calibration without Uncertainty 

The model is solved annually beginning in 2017. We set benchmark output and 
emissions intensity to match equivalent US data in 2017.3 Table 1 displays the central 
case parameters without uncertainty.  

Table 1: Parameter Calibration Without Uncertainty 

Parameter Description Value 

𝛾𝛾 Average GDP Growth Rate 1.98% 

𝛽𝛽1 Average Rate of Decarbonization -2.29% 

𝛽𝛽2 Initial Price Elasticity -0.4044 

𝛽𝛽3 Change in Price Elasticity (log-linear) -0.0724 

𝑐𝑐 Fixed Scaling Parameter 59 

To calibrate the reduced-form model without uncertainty, we calibrate growth rates 
for GDP and emissions intensity to match the average annual rates of change in each 
parameter from the Energy Information Administration’s (EIA) Annual Energy Outlook 
(AEO) 2019 reference case projections (through 2035). For the price elasticity 
parameters 𝛽𝛽2, 𝛽𝛽3, and 𝑐𝑐, we implement a calibration procedure designed such that 
the elasticities roughly match both short and long run price elasticities from a 
sophisticated CGE model.  

The procedure is as follows: 

1. Simulate both the transition and steady states across a broad range of carbon 
prices using a CGE model. Any CGE model could be used, or one could 
calibrate based on multiple models, but here we use the Goulder-Hafstead E3 
model.4 

2. Using the steady state CGE output, for each $2017 emissions price 
𝑖𝑖 𝜖𝜖 {$0, $5, … , $500}, calculate emissions intensity (relative to BAU) 𝐸𝐸𝑠𝑠𝑠𝑠𝑖𝑖 /𝑌𝑌𝑠𝑠𝑠𝑠0  

 
3 We set GDP in 2017 in $2017 and all carbon prices are denominated in $2017. For emissions, 
we use EIA’s estimates of energy-related carbon dioxide emissions. 

4 See Goulder and Hafstead (2017) for a full description of the E3 model. Here, we calibrate the 
parameters to a version of the model that incorporates the 2017 “Tax Cuts and Jobs Act” tax 
reform into the reference case. 
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and regress the difference from the business as usual intensity on the 
emissions price across a range of fixed scaling parameters 𝑐𝑐.  

               log (𝐸𝐸𝑠𝑠𝑠𝑠𝑖𝑖 /𝑌𝑌𝑠𝑠𝑠𝑠0 ) − log (𝐸𝐸𝑠𝑠𝑠𝑠0 /𝑌𝑌𝑠𝑠𝑠𝑠0 ) = 𝛽𝛽𝑠𝑠𝑠𝑠(𝑐𝑐)log (1 + 𝑃𝑃𝑠𝑠𝑠𝑠𝑖𝑖 /𝑐𝑐) + 𝑒𝑒𝑠𝑠𝑠𝑠𝑖𝑖   (9) 

Choose the value of 𝑐𝑐 that minimizes the sum of squares. Figure 1 displays the 
steady state emissions intensity across a range of carbon price levels for the 
E3 model, the fitted reduced-form model, and a non-fitted regression that 
fixes 𝑐𝑐 to be 1. The R2 from the fitted reduced-form model is greater than 0.98. 

Figure 1: Model Fit with Steady State Emissions 

 

3. Using the transition CGE output, for each initial $2017 emissions price 
𝑖𝑖 𝜖𝜖 {$0, $5, … , $50} calculate emissions intensity (relative to BAU) in the first 
year of the policy 𝐸𝐸1𝑖𝑖/𝑌𝑌10 and regress the difference from the business as 
usual intensity on the emissions price, holding fixed the value of 𝑐𝑐 determined 
in step 2. 

               log (𝐸𝐸1𝑖𝑖/𝑌𝑌10)− log (𝐸𝐸10/𝑌𝑌10) = 𝛽𝛽 log (1 + 𝑃𝑃1𝑖𝑖/𝑐𝑐) + 𝑒𝑒𝑖𝑖  (10) 
Set 𝛽𝛽1 = 𝛽𝛽.  

4. Repeat step 3 for period T (2035 in this case), to calibrate the parameter . 
For a carbon tax of $40 (in $2017) and increasing at a rate of 5% above 
inflation, Figure 2 displays emissions over time from the E3 and reduced-form 
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models (and using values of 𝛾𝛾 and 𝛽𝛽1 to match E3 estimates).5 The difference 
in emissions projections between the two models is less than 1.5% in absolute 
value in any year. 

 Figure 2: Emissions Projections from E3 and Fitted Reduced-Form Models 

 

3b. Calibrating Uncertainty 

Trend Uncertainty 

Trend uncertainty is introduced through parameter uncertainty in the parameters 𝛾𝛾 
and 𝛽𝛽1.6 We assume that there is a normal distribution that describes the distribution 
of potential values. The mean of the distribution is equal to the central case estimates 
described above and the standard deviations are calibrated to produce a 95% 
confidence interval of +/- 0.5 percentage points for GDP growth and +/-0.25 
percentage points for emissions intensity. Table 2 displays the distribution 
assumptions. 

 
5 The E3 model assumes a lower GDP growth rate than AEO 2019. 

6 Under parameter uncertainty, there exists a true parameter value (for 𝛾𝛾 and 𝛽𝛽1 in this case) 
that is unknown to the policymaker at time of implementation. The policymaker does know the 
distribution of potential parameter values. 



9 

Table 2: Parameter Calibration with Uncertainty 

Parameter Distribution-Type Standard Dev. 95% Confidence Interval 

𝛾𝛾 Normal 0.25% [1.50%,2.47%] 

𝛽𝛽1 Normal 0.125% [-2.53%,-2.05%] 

𝛽𝛽2 Log-Normal 0.1% [-0.6318,-0.2448] 

𝛽𝛽3 Log-Normal 0.01% [-0.1487,-0.0205] 

Elasticity Uncertainty 

We also introduce parameter uncertainty in the initial price elasticity, 𝛽𝛽2, and the 
change in elasticity over time, 𝛽𝛽3. Here, we assume log-normal distributions for each 
parameter. We set the variance of the distributions to generate reasonably large 
confidence intervals in each parameter. For the initial elasticity, we set the variance 
such that the confidence interval bounds are approximately 50% smaller or greater 
than the point estimate. For the change in the elasticity over time, we allow for greater 
uncertainty. We believe these confidence intervals represent the fairly large 
uncertainty in price elasticities both within CGE models and across CGE models.7 
Table 2 displays our distributional assumptions and the underlying confidence interval 
for each elasticity. 

Cyclical Uncertainty 

Cyclical uncertainty to output and emissions intensity is introduced through the 
stochastic shocks 𝜖𝜖𝑡𝑡

𝑦𝑦 and 𝜖𝜖𝑡𝑡𝑢𝑢. The size of the shocks are determined through the 
standard deviations 𝜎𝜎𝑦𝑦 and 𝜎𝜎𝑢𝑢 and these values are calibrated to match historical 
volatility in output and emissions intensity (using data from 1973 to 2017).8 The 
persistence parameters 𝜌𝜌𝑦𝑦 and 𝜌𝜌𝑢𝑢 are also calibrated to historical data. Table 3 
displays the calibrated parameters. 

 

 

 

 
7 Within-model uncertainty is the distribution of price elasticities that arise from alternative 
parameter assumptions within a given CGE model. Across-model uncertainty is the distribution 
of derived elasticities across different types of CGE models. 

8 Trend and cyclical GDP are calculated using the HP filter with an annual smoothing 
parameter (6.25). 
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Table 3: Cyclical Shock Parameters 

Parameter Description Value 

𝜌𝜌𝑦𝑦 Persistence of Output Shocks 0.3533 

𝜎𝜎𝑦𝑦 Size of Output Deviations 1.21% 

𝜌𝜌𝑢𝑢 Persistence of Emissions Intensity 
Shocks 

0.8482 

𝜎𝜎𝑢𝑢 Size of Emissions Intensity 
Deviations 

1.71% 
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4.  Quantifying Uncertainty 
To quantify emissions uncertainty with and without a carbon tax, we perform a Monte 
Carlo simulation. We construct a joint distribution of parameters—𝛾𝛾, 𝛽𝛽1, 𝛽𝛽2, 𝛽𝛽3, 𝜖𝜖𝑡𝑡

𝑦𝑦, 
and 𝜖𝜖𝑡𝑡𝑢𝑢—and solve the model for each of 10,000 draws (or in some cases, 1 million 
draws). 

4a. Business-as-Usual Emissions Uncertainty 

Figure 3: Historical and BAU projections, energy-related CO2 emissions, 
2000-2035. 

 

Figure 3 displays the historical energy-related CO2 emissions from 2000 to 2017 and 
the reduced form model’s business-as-usual (BAU) projections of energy-related CO2 
emissions from 2018-2035. The solid blue, dotted green, and dashed red lines 
represent 95 percent confidence intervals with full uncertainty, cyclical uncertainty 
only, and trend uncertainty only, respectively. By 2035, emissions are expected to be 
between 4.3 and 5.4 billion metric tons. In the short-run, emissions uncertainty is 
driven largely by cyclical uncertainty: the confidence interval of projected emissions 
with full uncertainty (blue lines) closely matches the confidence interval with cyclical 
uncertainty only (dotted green lines). In the long-run, emissions uncertainty is driven 
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largely by trend uncertainty: confidence intervals under full uncertainty closely match 
those with trend uncertainty only (dashed red lines). That pattern makes intuitive 
sense. Cyclical uncertainty is substantial in the short run, but because it is mean-
reverting, it becomes unimportant over the longer run. Trend uncertainty makes little 
difference over a period of a few years, but small trend differences accumulate over 
time and become important in the long run.  

Figure 4: Distribution of cumulative energy-related CO2 emissions, BAU 

 

Figure 4 displays the distribution of reference case cumulative energy-related CO2 
emissions from 2020 to 2035 under different types of uncertainty. Expected 
cumulative emissions over this time frame are about 79.4 billion metric tons with a 
95% confidence interval of [74.3,85.5] billion metric tons. As was the case for long-run 
annual emissions, trend uncertainty drives most of the uncertainty in long-run 
cumulative emissions: the 95% confidence interval with only trend uncertainty is 
[75.2,84.1] billion metric tons. 

4b. Emissions Uncertainty under a Carbon Tax 

We introduce our central case economy-wide carbon tax in 2020 with an initial price of 
$40 (in $2017), growing at 3% above inflation. This price path is roughly similar to both 
the price path proposed by the Climate Leadership Council’s (CLC) Baker-Shultz 
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Carbon Dividends plan and the Social Cost of Carbon.9 Figure 5 displays historical and 
projected energy-related CO2 emissions under the economy-wide carbon price and the 
95% confidence interval under both full uncertainty (blue lines) and price elasticity 
uncertainty only (dashed red line) from 2020 to 2035.10  

Figure 5: Historical and Carbon Tax projections, energy-related CO2 
emissions, 2000-2035. 

 

Adding trend and cyclical uncertainty to the price elasticity uncertainty only 
marginally increases the confidence interval at any point in time and therefore we 
conclude that, as presently calibrated, that uncertainty in the elasticity of emissions 
intensity with respect to the carbon price drives emissions uncertainty under a carbon 
tax in the reduced-form model. In the first year of the policy, projected emissions 
range between 3.6 and 4.6 billion metric tons; emissions uncertainty grows over time, 
with projected emissions in 2035 ranging between 2.5 and 3.8 billion metric tons under 
the carbon tax. 

 
9 CLC’s Baker-Shultz plan starts the carbon price at $40 (in $2017) and increases it at 5%/year 
above inflation (see https://clcouncil.org/our-plan/). The central-case estimate of the social 
cost of carbon (SCC) from the US Interagency Working Group (IAWG, 2016) was $42/ton for 
2020 (in $2007), rising at roughly 2%/year above inflation. Thus, our central-case price path 
matches the CLC plan’s starting price (which is a bit below the central-case estimate for the 
SCC), and increases more slowly than the CLC plan’s price but faster than the SCC.  

10 The figure reports the reference case level of emissions without uncertainty for the years 
2018 and 2019. 
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Figure 6: Distribution of cumulative energy-related CO2 emissions, $40 @ 
3% Carbon Tax 

Figure 6 displays the projected distribution of emissions with the central case 
economy-wide carbon tax. Expected cumulative emissions between 2020 and 2035 in 
our model with full uncertainty are 57.1 billion metric tons (compared to 56.9 billion 
metric tons in the model without uncertainty), with a 95% confidence interval of 
[48.0,65.5] billion metric tons. The dominant source of uncertainty in emissions under 
a carbon tax is uncertainty about the elasticity of emissions with respect to the tax. 
Unlike in the unregulated case, both trend and cyclical uncertainty are relatively 
unimportant: the distribution of emissions with only elasticity uncertainty largely 
mirrors the distribution of emissions with trend, cyclical, and elasticity uncertainty. 
Given the large potential range of emissions outcomes under a carbon tax, we next 
model mechanisms designed to reduce the uncertainty of emissions under a carbon 
tax. 

4c. Cross-Model Comparison 

An alternative way to produce a distribution of expected emissions under a carbon tax 
would be to use a cross-model comparison. To provide a cross-check of our 
uncertainty calibration strategy, we compare the distribution of emissions from our 
model to the range of emissions generated by the 11 CGE models that participated in 
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the Stanford Energy Modeling Forum 32 (EMF32).11 Barron et al. (2018) report 
cumulative emissions reductions (2020–2030) for four different carbon tax scenarios: 
the tax rates begin in 2020 at either $25 or $50 (in 2010$) and rise at either 1 or 5 
percent above inflation. Table 4 presents the 95 percent confidence interval for 
cumulative reductions in our reduced-form model using these same pricing scenarios 
and the range of reductions as published in Barron et al. over the time period of 
(2020–2030). 

Table 4: EMF32 comparison of Cumulative Emissions Reductions 

  Percentage Decrease from Reference Case 

  EMF32 HW Reduced-Form Model 

Scenario Minimum Average Maximum 2.5% Mean 97.5% 

$25-1% 11 18 30 11.4 17.3 25.0 

$25-5% 13 21 35 13.4 20.1 28.7 

$50-1% 19 29 48 19.8 29.1 40.7 

$50-5% 22 30 * 22.4 32.7 45.1 

 

The range of emissions reductions in the EMF32 models and the within-model 
variation in the reduced-form model are similar across all four pricing scenarios 
despite no attempt to specifically calibrate to these results.12 The 2.5th percentile from 
the HW model tracks the predictions from the most conservative (least elastic) EMF32 
model very closely. On the other side, the HW model’s 97.5th percentile in reductions 
has slightly less emissions reductions than the most optimistic (most elastic) model, 
indicating that we may be (slightly) underestimating the scale of uncertainty in 
emissions reductions and future emissions levels. 

  

 
11 Because the EMF32 exercise took place before the implementation of the 2017 tax reform, we 
calibrate the benchmark elasticity to the E3 model without the tax reform for this comparison. 

12 The EMF32 maximum decrease for the $50-5% case is missing in Table 4 because the most 
elastic model in the EMF32 comparison did not report results for that case. 
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5.  Evaluating Tax Adjustment 
Mechanisms 
Hafstead et al. (2017), Aldy (2017) and Murray et al. (2017) discussed a range of 
designs for mechanisms to reduce emissions uncertainty. Here, we consider only the 
automatic tax adjustment mechanisms as discussed in Hafstead et al. (2017). To 
facilitate comparison across mechanisms, we begin by normalizing adjustment rules 
along the following dimensions. 

• In a given adjustment year t, adjustments in the price occur in year t+1 if and 
only if annual emissions in year t exceed the target path level of annual 
emissions in year t.13 

• The price adjustment is independent of the distance between actual 
emissions and the target path emissions. 

We then consider rules that differ along the following dimensions: 

• Target Path 
• “Central Case” (expected emissions paths) vs arbitrary straight-line 

paths. 
• Adjustment Trigger 

• One-sided adjustment rules vs. two-sided adjustment rules. 
• Frequency and Type of Adjustment 

• 1, 2 vs 5 years. 
• Discrete price adjustments vs. growth rate adjustments. 

• Emissions Comparison 
• Annual emissions vs cumulative emissions 

5a. Illustrative Example 

We begin our analysis with an illustrative example adjustment mechanism. This 
illustrative mechanism uses a “Central Case” target path from the reduced-form model 
without uncertainty, uses a one-sided adjustment rule trigger, and adjustments occur 
to the growth rate every two years if actual emissions exceed annual emissions from 
the target path.  

 

 

 
13 In practice with delayed reporting of emissions, price adjustments would occur in year t+1 if 
emissions exceeded the threshold in year t-1. We find very small impacts on emissions and 
costs from introducing such a lag. 
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Figure 7: Distribution of cumulative energy-related CO2 emissions, Carbon 
Tax and Central Case Tax Adjustment Mechanisms 

 

Figure 7 displays the distribution of cumulative emissions through 2035 for our central 
case carbon tax with no adjustments (the black line) and with tax adjustment 
mechanisms with growth rate adjustments of 2 (blue line) and 5 (red line) percent.14 
Both versions of the adjustment mechanism pull in the right-hand tail of the 
distribution substantially relative to the carbon tax without any adjustments: the top 
end of the confidence interval (i.e., the 97.5th percentile of the emissions distribution) 
falls dramatically, from 65.5 billion metric tons without an adjustment mechanism to 
63.7 and 61.0 billion metric tons with the 2 and 5 percent adjustment mechanisms, 
respectively, and the probability of meeting a cumulative target of 57.5 billion metric 
tons15 increases to 65 and 82 percent, respectively, from 53 percent for the carbon tax 
without the TAM.  

 

 

 
14 Under the 2 (and 5) percent adjustment mechanisms, the growth rate rises from 3 percent to 
5 (or 8 percent) if emissions exceed projected emissions in an adjustment year.  

15 The level of emissions chosen for this target is somewhat arbitrary. The median level of 
cumulative emissions for 2020-2035 under the carbon tax (without an adjustment mechanism) 
is 57.2 billion metric tons. We round up to 57.5 such that the carbon tax meets the target in 
slightly more than 50 percent of the simulations. 
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Because these adjustments are one-sided (they increase the tax rate when emissions 
are unexpectedly high, but don’t lower the tax rate when emissions are unexpected 
low), they have very little effect on the left-hand side of the distribution. In contrast, a 
two-sided mechanism would pull in both tails of the distribution. 

Tax adjustment mechanisms can substantially change the entire distribution of 
potential cumulative emissions outcomes. Because it is impractical to show the full 
distribution for each case we consider in this paper, we need to summarize the effect 
of any given TAM on the distribution of emissions. To do this, we focus on three 
measures of emissions uncertainty:  

1. Right-side risk reduction. To measure the mechanism’s ability to reduce the 
probability that emissions far exceed expected emissions, we use the 97.5th 
percentile of the distribution of cumulative emissions. 

2. Expected emissions. We measure expected (average) cumulative emissions. 

3. Probability emissions target met. We measure the probability that 
cumulative emissions through 2035 do not exceed a cumulative energy-
related CO2 emissions threshold of 57.5 billion metric tons. 

By changing price levels in response to realized emissions, TAMs also change the cost 
of the carbon tax policy (changing both expected costs and uncertainty about costs). 
For a cost comparison across policies, we primarily focus on the expected average 
cost per ton. In each period, we evaluate costs by integrating under the marginal 
abatement curve (for the realized values of all parameters in that period for that 
simulation) and then sum costs and emissions reductions over periods (for a given 
simulation) and divide to get average costs per ton. We then average across all the 
simulations for a given policy case to calculate the expected average cost per ton 
reduced. 

Figure 8 displays the tradeoff between reduced uncertainty and expected costs under 
the central case TAM with growth rate adjustments ranging from 0 to 10 percent. 
Figures 8a, 8b, and 8c display the 97.5th percentile of cumulative emissions (2020-
2035), expected cumulative emissions, and the probability that cumulative emissions 
through 2035 do not exceed the cumulative emissions target on the x-axis, 
respectively, in each case with the expected cost per ton of emissions reductions (in 
$2017) on the y-axis. Figure 8d displays the probability that cumulative emissions 
through 2035 do not exceed the cumulative emissions target on the x-axis and the 
size of the growth rate adjustment on the y-axis. 
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Figure 8: Reduced Uncertainty vs. Cost, Central Case TAM 

 

These results show a clear tradeoff between reducing emissions uncertainty and 
limiting expected costs. As the size of the tax adjustment gets larger, every measure 
of emissions uncertainty decreases and expected costs rise. Relative to the tax with 
no adjustment mechanism, the 97.5th percentile of the distribution falls by 11 percent, 
expected emissions fall by 5 percent, and the probability of meeting the cumulative 
emissions target increases from 52.8 to 94.8 percent with a 10 percent adjustment 
mechanism. But expected costs of the policy increase by 25 percent relative to the tax 
with no adjustment mechanism. 

To evaluate how alternative rules for the TAM affect that tradeoff between 
uncertainty and expected costs, we compare that tradeoff across the range of 
mechanism designs described above. 
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5b. Target Path 

Whether emissions are above or below the target path determines whether the tax will 
adjust in any given year. The choice of the target path obviously influences when and 
how often the adjustment mechanism will be triggered. Here, we consider three 
alternative target paths with the same level of cumulative emissions (from 2020 to 
2035), displayed in Figure 9. The first target path is the “Central Case” emissions path 
from the reduced-form model without uncertainty. This path allows for immediate 
adjustments if emissions deviate from expectations. Our two alternative target paths 
are more arbitrary. The first alternative—“Straight Line A”—draws a straight-line from 
expected 2020 energy-related CO2 emissions (in the absence of a national carbon 
price) to an arbitrary emissions target in 2035. For this policy, we choose an emissions 
target in 2035 such that cumulative emissions under this path equals cumulative 
emissions from the Central Case target path. The second alternative—“Straight Line 
B”—pivots that straight line, so that the near-term targets are more stringent and 
longer-term targets are less stringent. It sets a 2035 energy-related CO2 emissions 
target of 2.5 billion metric tons; the initial level of emissions in 2020 is then set such 
that cumulative emissions under a straight-line path from 2020 to 2035 matches the 
Central Case level of cumulative emissions.  

Figure 9: Alternative Target Paths for Adjustment Rules 

 

Many proposals for tax adjustment mechanisms, including Metcalf’s (2009) article and 
most current policy proposals in DC, suggest a target path similar to “Straight Line A”: 
a straight-line path from current emissions levels to an annual target at the end of the 
control period. As shown below, these straight-line target path policies generally 
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perform quite poorly relative to the expected emissions path because they implicitly 
assume very small emissions reductions in the early years of a carbon tax, and thus 
adjustments often do not take place until the later stages of the control period even in 
cases where it becomes obvious very quickly that emissions reductions are smaller 
than expected. But such paths can be politically appealing, both due to their simplicity 
and because they tend to push tax rate increases further into the future. 

Figure 10: Reduced Uncertainty vs. Cost, Alternative Target Paths 

 
Figure 10 compares the uncertainty-expected cost tradeoff for the three target paths, 
holding fixed the other mechanism design elements in our illustrative example (two-
year frequency, annual emissions comparison, growth-rate adjustments, one-sided 
price adjustments only). Under all three emissions outcomes, the “Straight Line A” 
policy is dominated by the “Central Case” policy. Holding expected costs constant 
across target paths (which generally implies comparing mechanisms with different 
adjustment sizes), the “Central Case” target path has a lower 97.5th percentile, lower 
expected emissions, and a higher probability of meeting the cumulative emissions 
target. Holding the size of the tax rate adjustment fixed, the “Central Case” target 
path also delivers a higher probability of meeting the cumulative emissions target. 
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Because “Straight Line A” assumes very little emissions reductions in the early years 
of the policy, adjustments are very unlikely to be triggered, even if emissions are much 
higher than expected. By reducing the target path in the early years of the policy 
relative to “Straight Line A,” the “Straight Line B” target path generally delivers better 
emissions outcomes at lower costs than “Straight Line A,” but also generally performs 
worse than the “Central Case” policy across all three emissions outcomes.16 

5b. Adjustment Trigger 

The adjustment trigger can take many forms. A one-sided trigger adjusts prices up 
only if emissions are above the target path. A two-sided trigger also adjusts prices 
down if emissions are below the target path. Discrete triggers adjust the carbon price 
by a fixed amount. More complex triggers allow for the price adjustment size to 
depend on how far emissions are off from the target path: tiered-discrete triggers 
have multiple adjustment rates (i.e., the adjustment size is a step function of how far 
off the path emissions are), while continuous triggers make the adjustment size a 
continuous function of deviation from the target path.  

Here, we consider only a subset of those alternative adjustment triggers: discrete one-
sided triggers vs. discrete two-sided triggers. Symmetric two-sided adjustment rules 
change the growth rate by the same amount if emissions are above or below the 
target. An asymmetric two-sided rule allows for differences in the growth rate 
adjustment: here, we only consider “constant-price” asymmetric triggers that hold the 
price fixed (in real terms) if emissions are below the target path.  

Figure 11 displays the distribution of cumulative emissions from 2020-2035 for a 
carbon tax with alternative adjustment triggers and a 5% growth rate penalty. As 
discussed previously, the one-sided mechanism pulls in the right-hand side of the 
distribution, while having little or no effect on the left-hand side. The two-sided 
mechanisms, in contrast, pull in both tails of the distribution; price increases when 
emissions are above the target substantially reduce the probability of very high 
emissions outcomes, and price decreases when emissions are below the target 
substantially reduce the probability of very low emissions outcomes. The price 
decreases under the two-sided mechanism reduce the expected costs of the policy 
but with the tradeoff of higher expected emissions. 

 

 

 

 

 
16 In an earlier draft, we modeled emissions to 2050 and the straight-line target path policies 
perform even worse relative to an expected emissions target path policy across alternative 
emissions outcomes over the longer time period. 
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Figure 11: Distribution of Cumulative Energy-Related CO2 emissions under 
Alternative Adjustment Triggers 

 

Figure 12 compares the emissions uncertainty-expected cost tradeoff across one-
sided, symmetric two-sided, and asymmetric two-sided adjustment triggers; as before, 
we hold fixed the other design elements in our illustrative example when comparing 
one vs two-sided mechanisms. Panel a shows that two-sided mechanisms reduce the 
cost of avoiding very high-emissions outcomes. Lowering the carbon price when 
emissions are low reduces the expected cost of the policy, and because those 
downward adjustments are triggered only when emissions are low, they don’t interfere 
with the adjustment mechanism’s ability to prevent very high-emissions outcomes. 
Because the symmetric two-sided trigger lowers the carbon price by more (going from 
a standard growth rate of 3% per year to -2%) than the asymmetric two-sided (from 
growth of 3% per year to no change), it reduces costs by more.  

But panel b shows a downside of two-sided mechanisms. The downward price 
adjustments mean that the adjustment mechanism can’t reduce expected emissions 
as well. Indeed, the symmetric two-sided adjustment doesn’t meaningfully reduce 
expected emissions—the symmetric adjustments reduce uncertainty but leave 
expected emissions roughly unchanged. Of course, the main purpose of adjustment 
mechanisms is to reduce uncertainty, not to reduce expected emissions (if one wants 
lower expected emissions, it would make sense to set a higher price path), so one 
might discount this disadvantage, but it is a disadvantage nonetheless. 
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Figure 12: Reduced Uncertainty vs. Cost, Alternative Adjustment Triggers  

 

Panel c shows that two-sided mechanisms slightly reduce the cost of achieving a 
given probability of hitting the emissions target: these mechanisms cost-effectively 
reduce uncertainty by allowing prices to drop when emissions are low, and since 
expected emissions for the carbon price path (without adjustments) are slightly below 
the target, reducing uncertainty raises the chance of hitting the target. As a result, the 
cost of hitting a given target falls. But because expected emissions are only slightly 
below the target, achieving high probabilities of hitting the target solely by reducing 
uncertainty (as the symmetric two-sided trigger does) requires large reductions in 
uncertainty, and correspondingly large adjustment rates (as shown in Panel d). There 
are decreasing returns to larger adjustments, and thus there is a limit to how much a 
symmetric two-sided mechanism can raise the probability of hitting the target (which 
is why the curve for the symmetric two-sided mechanism can’t reach the right-hand 
side of Panel c).  
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5c. Frequency and Type of Adjustment 

So far, we have only considered policies that adjust growth rates in two-year intervals. 
Now, we allow for 1-year, 2-year, and 5-year adjustment periods with both discrete and 
growth rate adjustments. For discrete adjustments, conditional on an adjustment, the 
price in the following period rises by the initial growth rate (3%) plus a constant 
fraction of the current period price. With 1-year adjustment periods, discrete and 
growth rate adjustments are identical. If adjustment periods are longer than one year, 
growth rate adjustments increase the price over time conditional on adjustment 
because the growth rate adjustment also applies to years between the primary 
adjustment years, whereas discrete adjustments only apply to the primary adjustment 
year. For example, with 5-year adjustment periods, a growth rate adjustment triggered 
in 2025 would boost the growth rate of the carbon price every year from 2025-2030, 
whereas a discrete adjustment triggered in 2025 would just boost the price in 2026 
(and that price would then grow at the standard growth rate for 2026-2030). Put 
differently, the discrete adjustments put the entire adjustment into the first year after 
they’re triggered, whereas growth rate adjustments spread that adjustment over the 
adjustment period. 

Figure 13 compares the uncertainty-expected cost tradeoff across the combination of 
adjustment period length and type of adjustment, holding fixed the other mechanism 
design elements from the illustrative example. Panels a and c show that less frequent 
adjustments raise the cost of reducing emissions uncertainty (measured either by the 
97.5th percentile of the cumulative emissions distribution or by the probability of 
hitting a given emissions target). With less frequent adjustments, it takes longer for 
the price to respond to an emissions shock, which makes it more difficult to reduce 
emissions uncertainty. That cost increase is larger for growth-rate adjustments than 
for discrete adjustments: because the growth-rate adjustment spreads out the 
adjustment over time, that further delays the response to a shock. Panel b shows that 
those delays make little difference for the cost of reducing expected emissions. And 
Panel d shows that the required adjustments are larger for longer adjustment periods 
under discrete adjustments: if you’re adjusting only every 2 (or 5) years, each 
adjustment needs to be roughly twice (or 5 times) as large to accomplish the same 
thing. Under growth-rate adjustments, the adjustment applies every year (even with 
multi-year adjustment periods), so the required adjustments stay roughly the same 
size even when the adjustment period changes.  
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Figure 13: Reduced Uncertainty vs. Cost, Frequency and Type of Adjustment 

5d. Comparison Type 

In our illustrative mechanism, realized annual emissions in an adjustment year are 
compared to an annual emissions target. Because our emissions outcome comparisons 
are on cumulative emissions, it may be advantageous to compare realized cumulative 
emissions to a cumulative emissions target path. Here, we consider both annual and 
cumulative emissions comparisons and the interaction of the comparison type with 
the “Central Case” and “Straight Line A” target paths. Figure 14 displays the 
uncertainty-expected costs tradeoff for these four types of mechanisms (again, 
holding fixed the other mechanism design elements from the illustrative example). 

Panels a-c show that the adjustment mechanisms that use the “straight line A” path 
generally produce higher costs to achieve any given target. That path starts at the 
current (unregulated) level of emissions and follows a straight line to a 2035 emissions 
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target, whereas emissions under the carbon price fall sharply when the price is 
implemented and then fall more slowly thereafter. As a result, even if emissions are 
much higher than expected, they will still almost always be below this target path in 
the early years of the policy. That delay then means they need substantially larger 
adjustments (as shown in Panel d) to hit any given target, and making larger, later 
adjustments is generally more costly than smaller, earlier adjustments.  

That cost increase is larger when adjustments are based on cumulative emissions: 
having annual emissions below the target path in the early years means that annual 
emissions later need to be above the path for a sustained period before the 
cumulative target is exceeded, which exacerbates the delay before the first 
adjustment, further driving up costs. The exception is the effect of the Straight Line 
A—Cumulative mechanism on the 97.5th percentile of emissions: this mechanism very 
rarely adjusts the prices, and thus costs don’t increase much as the adjustment size 
gets larger. However, when it does adjust prices (which occurs only in very high 
emissions cases), it does so aggressively, which is effective in cutting the top tail of 
the distribution. 

When using a central case target path (path set based on expected emissions without 
adjustments), adjusting based on cumulative vs. annual emissions makes less of a 
difference, but there is a consistent pattern: under any of our summary measures of 
emissions, costs are slightly lower when adjusting based on annual rather than 
cumulative emissions. This may be counterintuitive, since all three measures are 
based on cumulative emissions, and so it would be natural to expect targets based on 
cumulative emissions to work better. But adjusting based on annual emissions means 
that the policy responds more quickly to shocks, and as with the previous results, 
quicker adjustments generally lower the costs of achieving any given outcome. 
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Figure 14: Reduced Uncertainty vs. Cost, Frequency and Type of Adjustment 
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6. Conclusion 
Using a new reduced-form model specifically designed to capture key uncertainties in 
emissions reductions under a carbon tax, we first quantify emissions uncertainty 
under business-as-usual and under a pure carbon tax policy. We find that business-as-
usual emissions uncertainty comes mostly from cyclical uncertainty in the short run 
and trend uncertainty in the longer run. But for emissions under a significant carbon 
price, both of those sources of uncertainty are dwarfed by the uncertainty in the 
elasticity of emissions intensity with respect to the carbon price. Uncertainty over 
both the initial elasticity and the change in the elasticity over time is the major source 
of uncertainty in both annual and cumulative emissions in the short and long run.  

We then introduce a carbon tax, along with a variety of different versions of tax 
adjustment mechanisms. We allow these adjustment mechanisms to vary on five 
dimensions: the target path, the adjustment trigger, the frequency of adjustment, the 
adjustment type, and whether adjustments are triggered by annual or cumulative 
emissions. In almost all of the cases we examine, the mechanisms substantially reduce 
emissions uncertainty (straight-line target paths based on cumulative emissions are 
an exception), but also raise the expected cost per ton of emissions reductions at 
least slightly—and the more one wants to reduce emissions uncertainty, the more 
aggressive the adjustments must be, and thus the larger that cost increase becomes. 

That additional cost varies substantially across our alternative mechanism designs. 
Some design choices unambiguously lower the cost of achieving any given reduction 
in uncertainty, regardless of which measure of uncertainty we use. These include 
basing the target path on expected emissions (rather than a more arbitrary straight-
line path) and allowing more frequent adjustments. On those dimensions, we can make 
clear recommendations for policy.17 But for other design decisions, the choice is less 
clear, and depends strongly on how one values different measures of emissions and 
emissions uncertainty. For example, a symmetric two-sided mechanism has a much 
lower cost for avoiding very high emissions outcomes than a one-sided mechanism 
but performs worse when evaluated based on its ability to reduce expected emissions 
or to hit particular emissions targets. Another example is that target paths based on 
expected annual emissions appear to be more cost-effective at reducing the 97.5th 
percentile of emissions, whereas target paths based on expected cumulative 
emissions are much more cost-effective at increasing the probability the emissions 
target is met. 

One significant caveat to our results is that our current model does not allow us to 
capture anticipatory effects, where the expectation of higher prices in the future may 
drive current abatement efforts. Such anticipation effects would likely improve the 
performance of tax adjustment mechanisms: if emissions are higher than expected, 

 
17 Even for these design elements that seem clearly superior, though, one could probably find 
some metric for emissions or emissions uncertainty on which they perform worse, because the 
effects of different design choices on the entire distribution of emissions are complex. 
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firms will expect the adjustment mechanism to raise the tax in the future, and thus 
anticipation will cause emissions to start falling sooner. 

There is considerable room for future research. First, more research on the different 
sources of emissions uncertainty would be useful. Given the limited information 
available, our calibration of that uncertainty was necessarily somewhat ad hoc. 
Because our results for the qualitative patterns of which sources of uncertainty are 
most important are so stark, we have confidence that those qualitative patterns will 
still hold up even if our calibration is off significantly. But it would nonetheless be 
valuable to get better information about those sources of uncertainty, particularly for 
the sources of uncertainty we’ve identified as especially important (i.e., uncertainty 
about how emissions will respond to a carbon price).  

Second, we have only considered a subset of potential tax adjustment mechanisms 
and emissions certainty mechanisms. One could easily expand that to consider a much 
wider variety. Third, it would be useful to extend our model to include anticipation 
effects. 
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